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Abstract 

Quadruped robots have undergone a radical transformation over the past five years, transitioning 

from academic demonstrators to commercial products deployed in real industrial environments. 

The enabling factor of this transformation has been the convergence of five research streams: deep 

learning for motor control, neural environment modelling, foundation model integration for 

reasoning, GPU-accelerated simulation, and advanced multimodal perception. This survey 

provides a systematic cross-cutting review of the state-of-the-art in quadruped robotics, organised 

across these five research dimensions and covering the period 2019–2025. We first survey the 

principal hardware platforms — Boston Dynamics Spot, ANYbotics ANYmal, Unitree Go1/Go2/B2, 

MIT Cheetah, and open-source alternatives — analysing their mechanical, sensory, and software 

characteristics as research platforms. We then examine, for each research dimension: (i) 

multimodal perception on quadrupeds, including terrain-aware vision, LiDAR-camera fusion, 

distributed tactile sensing, and fault-tolerant multi-sensor fusion in hostile environments; (ii) 

SLAM and world modelling for legged robots, with specific attention to locomotion-induced 

odometry degradation, legged-robot-specific factor graph optimisation (VILENS), and semantic 

open-vocabulary mapping (ConceptFusion, HOV-SG); (iii) reinforcement learning for locomotion, 

from the foundational results of Hwangbo et al. (2019) through agile parkour (ANYmal Parkour, 

Extreme Parkour) and whole-body loco-manipulation to Rapid Motor Adaptation; (iv) foundation 

model integration — LLM-guided navigation (ViNT, LEGO-Nav), VLA systems for quadrupeds 

with manipulators (MOMA-Force, GR00T N1), and dual-system architectures (LEGS, NavGPT); 

and (v) simulation and sim-to-real transfer, including Legged Gym/Isaac Lab, domain 

randomisation for terrain and dynamics, and Real-to-Sim-to-Real with Gaussian Splatting 

(GaussGym). A dedicated section documents 23 real-world experimental deployments across six 

application domains: industrial inspection (ANYmal D at Aker BP, 200,000+ cumulative 

operational hours), hazardous environments (DARPA SubT Challenge, Sellafield nuclear 
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decommissioning), military and security applications, medical and assistive robotics, precision 

agriculture, and space exploration (NASA JPL, ESA LEAP). Seven open research challenges are 

identified: integrated loco-manipulation, navigation in dynamic human environments, continual 

adaptation, safety certification for neural policies, energy efficiency, human-robot interaction, and 

distributed multi-robot intelligence. 

Keywords: Quadruped Robots · Legged Locomotion · Sim-to-Real · Multimodal Perception · 

SLAM · Foundation Models · Loco-Manipulation · ANYmal · Spot · Domain Randomisation · 

Embodied AI 

 

Introduction 

Quadruped robotics — the study, development, and application of robotic systems with four 

locomotor limbs — has undergone a radical transformation over the past five years, progressing 

from academic demonstrators to commercial products deployed in real industrial environments. 

The enabling factor of this transformation has been the convergence of three research streams that 

form the core of a coherent research programme: deep learning for motor control, neural 

environment modelling, and foundation model integration for reasoning, all supported by 

increasingly fast GPU-accelerated simulators and advanced multimodal perception systems. 

The quadruped robot — commonly referred to as a ‘robot dog’ for its morphological analogy to 

canines — offers unique structural advantages relative to other mobile robot types. Compared to 

wheeled robots, quadrupeds can navigate discontinuous terrain, stairs, debris, tall grass, and 

irregular surfaces by individually selecting each foot’s placement. Compared to bipeds, quadrupeds 

offer greater static and dynamic stability. Compared to tracked robots, quadrupeds minimally 

impact the surfaces they traverse and can climb and descend obstacles with greater flexibility. 

The history of modern quadruped robotics begins with foundational work at MIT (Cheetah, Raibert 

1984; MIT Cheetah, Kim et al., 2019 [4]), Boston Dynamics (BigDog 2005, Spot 2016 [6]), and 

the Robotics Systems Lab at ETH Zurich (ANYmal, Hutter et al., 2016 [1]). The introduction of 

Series Elastic Actuators (SEA) and torque-control systems enabled the development of robots 

capable of handling impacts and unpredictable terrain with a level of compliance impossible with 

traditional position-controlled systems. The algorithmic breakthrough came with the application of 

deep reinforcement learning to locomotion (Hwangbo et al., Science Robotics 2019 [23]), 

demonstrating that policies learned in simulation can transfer directly to real hardware, surpassing 

the performance of manually engineered controllers. 

This survey constitutes a cross-cutting review of five research dimensions applied to the specific 

context of quadruped robots: multimodal perception, world modelling and SLAM, learning-based 

control, foundation model integration, and simulation with sim-to-real transfer. For each 
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dimension, the most relevant works for quadrupeds are identified, the challenges specific to this 

robot class are discussed, and concrete experimental cases on real platforms are documented. A 

dedicated section treats real-world use cases and experimental deployments across six application 

domains. 

The quadruped robot is an ideal testbed for integrating all research streams examined in this survey: 

it requires advanced multimodal perception for navigation in unstructured environments, 

continuous environment map construction and updating, adaptive motor control learned via RL 

and IL, linguistically guided planning via foundation models, and massive simulation for efficient 

training. No other commercially available robotic platform integrates all these dimensions as 

naturally. 

2. HARDWARE PLATFORMS 

The choice of platform is a critical decision for any research project in this domain, as it determines 

sensory capabilities, actuation quality, access to control APIs, and availability of public datasets. 

 

Platform Weight Payload Autonomy Actuator 

Type 

Approx. 

Cost 

Primary 

Use 

Boston 

Dynamics 

Spot 5 

32 kg 14 kg 90 min Electric, 

proprietary 

~$75K Industrial / 

commercial 

ANYbotics 

ANYmal D 

50 kg 10 kg 3 hr SEA 

(ANYdrive) 

~$150K Research / 

industrial 

Unitree Go2 15 kg ~5 kg ~2 hr Electric, 

proprietary 

~$3K Academic 

research 

Unitree B2 65 kg 40 kg ~4 hr Electric, 

proprietary 

~$28K Industrial 

MIT Mini 

Cheetah 

9 kg — — Quasi-direct-

drive 

Research Academic 

research 
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Platform Weight Payload Autonomy Actuator 

Type 

Approx. 

Cost 

Primary 

Use 

Solo (ODRI) 2.5 kg — — Quasi-direct-

drive 

Open-

hardware 

Academic 

research 

 

Table 1: Hardware platforms 

2.1 BOSTON DYNAMICS SPOT 

 

Spot is the world’s most widely deployed commercial quadruped robot, available commercially 

since 2020. The fifth generation (Spot 5, 2024) weighs approximately 32 kg, has an autonomy of 

about 90 minutes, and supports a 14 kg payload. Spot is equipped with five stereo fisheye cameras 

for omnidirectional navigation, depth sensors, and a high-precision IMU. The control system 

exposes a complete Python SDK (Boston Dynamics API) enabling low-level joint control, 

trajectory planning, and custom payload integration. The principal limitation of Spot as a research 

platform is its high cost (~$75,000 USD) and partial opacity of the low-level control API, which 

limits experimentation with custom RL policies. 

2.2  ANYMAL (ANYBOTICS) 

 

ANYmal is the quadruped developed by the Robotics Systems Lab of ETH Zurich and 

commercialised by ANYbotics. The current version (ANYmal D, 2023) weighs 50 kg, has 3 hours 

of autonomy, and supports payloads up to 10 kg. ANYmal uses proprietary SEA (Series Elastic 

Actuator) actuators (ANYdrive), which guarantee physical compliance and precise joint torque 

measurement — characteristics critical for locomotion on irregular terrain and for scientific 

research. ANYmal is the reference platform for the quadruped robotics research community, with 

dozens of papers at major conferences using it as the experimental basis [23,24,25,26]. The open-

source control framework and availability of URDF models for MuJoCo, Isaac Gym, and ROS2 

make ANYmal highly integrable into standard research pipelines. 

 

2.3  UNITREE GO1, GO2, B2 

 

Unitree Robotics has democratised quadruped research with a line of low-cost products. Go1 

(2021, ~$2,700) and Go2 (2023, ~$3,000) weigh 12 and 15 kg respectively and feature integrated 
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LiDAR sensors, front and lateral cameras, and an open ROS2 SDK. Their low cost has made them 

the most widely used platforms in university research worldwide, with hundreds of laboratories 

conducting locomotion, manipulation, and navigation experiments. B2 (2023, ~$28,000) is 

Unitree’s professional model, with 65 kg weight and 40 kg payload, designed for industrial 

applications. The Unitree-RL-Gym framework on Isaac Gym has generated an active community 

of researchers developing custom policies for these platforms. 

2.4  MIT CHEETAH AND OPEN-SOURCE PLATFORMS 

 

MIT Cheetah 3 [4] and Mini Cheetah [3] were developed at MIT with nearly direct-drive low-

impedance actuators enabling very high-speed movement (3–4 m/s for Mini Cheetah) and high 

passive compliance. Mini Cheetah has been the subject of foundational studies on backflips and 

acrobatic movements via RL, and MIT’s release of an open-hardware version further lowered the 

barrier to entry. Open-source alternatives including Solo (ODRI/INRIA) [8] and Stanford Doggo 

[8] have enabled quadruped research in institutions with limited budgets, fostering active open-

source communities. 

3. MULTIMODAL PERCEPTION ON QUADRUPEDS 

 

Multimodal perception is a fundamental requirement for quadruped robots operating in 

unstructured environments. Unlike industrial manipulators operating in controlled cells, 

quadrupeds face environments with variable illumination, discontinuous terrain, dynamic 

obstacles, and adverse weather. This section documents how visual, spatial, tactile, and multimodal 

fusion research applies specifically to quadruped platforms. 

3.1 VISION SYSTEMS ON QUADRUPED PLATFORMS 

 

Visual perception on quadrupeds must address challenges specific to locomotory movement: gait 

generates vibrations and head oscillations that degrade image quality; movement speed requires 

real-time processing at latencies below 50 ms; variability in body orientation during locomotion on 

irregular terrain requires active or passive stabilisation of the vision system. 

Miki et al. [9] (Science Robotics, 2022) deployed on ANYmal an elevation map system built from 

a frontal depth camera, demonstrating that combining exteroceptive and proprioceptive perception 

significantly improves navigation performance on unstructured terrain compared to using 

proprioceptive signals alone. The system uses a teacher-student architecture where the teacher has 

privileged access to ideal terrain maps from the simulator, while the student learns to construct 

them from RGB-D camera data in the real context. 
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Hoeller et al. [26] (Science Robotics, 2024) in the ANYmal Parkour system use a depth camera-

based perception system combined with a terrain estimation module that produces a compact 

representation of the next 2 metres of path as input to the locomotor skill selection policy. This 

demonstrates how visual perception must be co-designed with the locomotion policy, with latencies 

compatible with 50 Hz control. 

3.2  LIDAR SPATIAL PERCEPTION AND LIDAR-CAMERA FUSION 

 

Most professional commercial quadrupeds (ANYmal C/D, Spot, Unitree B2) integrate rotating or 

solid-state LiDAR sensors as the primary perception system for map construction and obstacle 

detection. LiDAR-camera fusion follows the BEVFusion and PointPainting paradigms discussed 

in companion WP1 work. 

VILENS [10] (Visual-Inertial LiDAR-Elastic-Networked SLAM, Wisth et al., IEEE T-RO 2023) 

is a multi-sensor odometry system developed specifically for quadrupeds on ANYmal, fusing 

LiDAR, inertial (IMU), and visual data in a factor graph optimisation framework. VILENS 

achieves drift errors below 0.5% on 1 km paths, with robustness to fog, partial darkness, and 

reflective surfaces that degrade individual sensors. Agha et al. [11] (DARPA SubT, Science 

Robotics 2021) documented the LiDAR-camera perception system of a heterogeneous robot team 

(including Boston Dynamics Spot quadrupeds) in the DARPA Subterranean Challenge, navigating 

autonomously in tunnels, caverns, and underground metropolitan structures. 

3.3 TACTILE AND DISTRIBUTED BODY SENSING 

 

Tactile perception in quadruped robots has two primary domains: foot sensors for estimating 

ground contact forces, and distributed body sensors for detecting environmental interactions 

(artificial skin). Gehring et al. [13] proposed an ANYmal control system based on foot force 

estimation via SEA actuator torque sensors, without dedicated F/T foot sensors — a more robust 

solution for dusty environments where delicate sensors would be unreliable. The system estimates 

contact forces from torque measurements and uses them to adapt gait in real time to unexpected 

surfaces. An emerging line of research concerns distributed tactile skin for accidental collision 

detection during navigation in crowded environments, with groups at DLR and IIT developing 

flexible piezoresistive surfaces for quadruped coverage. 

3.4  MULTIMODAL FUSION FOR NAVIGATION IN HOSTILE ENVIRONMENTS 

 

Navigation in hostile environments — mines, post-earthquake sites, chemical plants — requires 

perception systems that degrade gracefully when one or more sensors become unreliable. Tranzatto 

et al. [12] (DARPA SubT, IJRR 2022) documented the multimodal system of the ETH Zurich RSL 
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team (ANYmal robots) in the DARPA Subterranean Challenge, with algorithms specifically 

designed for sensor degradation management in environments with gas, dust, and electromagnetic 

interference. Hardy et al. [14] (CoRL 2023) proposed a fault-tolerant perception framework based 

on mixture-of-experts for quadrupeds, with specialised modules for different environmental 

conditions combined with learned weights that adapt to current conditions, demonstrating only 

15% performance degradation on Spot under artificial fog and reduced illumination. 

4. WORLD MODELLING AND SLAM FOR QUADRUPEDS 

4.1 VISUAL AND LIDAR SLAM ON QUADRUPED PLATFORMS 

 

SLAM for quadruped robots presents specific challenges compared to other mobile systems: 

locomotory movement introduces periodic vibrations that degrade odometry estimation; variations 

in body height and orientation during locomotion require SLAM robustness to variable body-sensor 

transforms; the need for long-term operation (hours or days) imposes global map consistency 

requirements. 

VILENS [10], developed on ANYmal, represents the state of the art for legged-robot-specific 

SLAM: tightly-coupled fusion of LiDAR, IMU, and stereo camera in a factor graph optimised with 

g2o correctly compensates for robot motion during scanning, reducing ghost artefacts in point 

clouds acquired with sensors mounted on moving robots. LOCUS 2.0 [17] (Reinke et al., IEEE 

RA-L 2022) is a multi-sensor LiDAR odometry system validated on Spot and ANYmal in tunnels 

and caverns, combining adaptive ICP with a matching quality estimation module. Ramezani et al. 

[16] demonstrated complete 3D mapping of a multi-floor building with ANYmal, navigating 

autonomously between floors via stairs. 

4.2 NEURAL WORLD MODELS FOR ADAPTIVE LOCOMOTION 

 

DayDreamer [18] (Wu et al., CoRL 2022) was the first system to demonstrate learning of 

quadruped locomotion policies via DreamerV2 directly on physical hardware, without simulators. 

ANYmal learned to stand up, balance, and walk in less than one hour of real time, leveraging the 

RSSM world model’s sample efficiency to generate imaginary rollouts from a few minutes of real 

data. This result established the practical feasibility of online world model learning on physical 

robots. Robotic World Model (RWM) [19] (Serrano-Muñoz et al., 2025) validated specifically on 

ANYmal a neural world model for long-horizon locomotion dynamics prediction, demonstrating 

superior prediction accuracy on rollouts exceeding 10 seconds compared to RSSM and 

Transformer-based models. 
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4.3  SEMANTIC 3D MAPS AND OPEN-VOCABULARY NAVIGATION 

 

ConceptFusion [20] was validated on Spot for object-goal navigation in simulated industrial 

buildings, with the robot constructing during exploration a point cloud map carrying CLIP 

embeddings per point, enabling zero-shot queries such as ‘find the control panel’ or ‘locate the 

nearest fire extinguisher’ without task-specific training. The system demonstrated success across 

15 different goal objects in unstructured scenarios at 73% success rate. HOV-SG [21] was validated 

on a real Spot platform in a real multi-floor building with over 30 rooms, demonstrating real-time 

construction of a hierarchical floor-room-object graph during navigation and language-specified 

mission execution (‘go to the laptop in the third-floor lab’) at 82% success rate. 

5. CONTROL AND LOCOMOTION OF QUADRUPED ROBOTS 

 

Learning-based control of quadruped robots is the most mature and well-documented application 

domain covered in this survey. From the foundational results of 2019 to current systems capable 

of agile parkour and coordinated loco-manipulation, progress has been extraordinary and has 

redefined expectations for mobile robotic systems. 

5.1 REINFORCEMENT LEARNING FOR LOCOMOTION 

 

Hwangbo et al. [23] (Science Robotics, 2019) laid the methodological foundations on which all 

subsequent research builds: demonstrating that a PPO policy trained in simulation with domain 

randomisation can be zero-shot transferred to real ANYmal, surpassing in robustness model-based 

controllers engineered over years of work. The technical key was the use of a learned actuator 

model (instead of an analytical one) that captured the non-linearities of SEA actuators, drastically 

reducing the actuation gap between simulation and reality. 

Lee et al. [24] (Science Robotics, 2020) extended this work to unstructured terrain, training 

ANYmal on a progressive terrain curriculum with domain randomisation on physical soil 

properties. The resulting policy, using exclusively proprioceptive signals (IMU + joint 

positions/velocities), demonstrated 0% failure on 300 tests in diversified natural conditions. RMA 

[25] (Kumar et al., RSS 2021) introduced a systematic framework for real-time adaptation to 

unknown physical conditions, validated on Unitree A1 with adaptation in under 5 seconds to mass 

variations of ±2 kg, friction coefficients 0.1–1.0, and variable compliance terrain. 
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5.2 AGILE LOCOMOTION AND PARKOUR 

 

ANYmal Parkour [26] (Hoeller et al., Science Robotics 2024) represents the current pinnacle of 

agile quadruped locomotion. The hierarchical system comprises a terrain perception module, a 

catalogue of RL-trained specialised locomotor skills (flat walking, jumping up/down, climbing, 

crouching), and a high-level navigation module selecting the appropriate skill via high-level RL. 

The system achieves speeds of 2 m/s on obstacle courses with height variations up to 0.8 m. 

Extreme Parkour [28] (Cheng et al., ICRA 2024) extended parkour to more agile movements on 

Unitree A1, including 1-metre jumps and vertical wall climbing, demonstrating that low-cost robots 

(~$10,000) can achieve agility levels comparable to much more expensive professional platforms 

with sufficiently sophisticated algorithmic frameworks. 

5.3 LOCO-MANIPULATION: MOVING AND MANIPULATING 

 

Portela et al. [31] (Science Robotics, 2024) demonstrated whole-body loco-manipulation of 

ANYmal with an additional arm, training with RL a policy coordinating the four locomotor limbs 

and seven arm degrees of freedom. The system learns to perform tasks such as collecting objects 

from the floor and placing them on shelves at different heights while navigating on irregular terrain. 

Fu et al. [32] (ICRA 2023) proposed an RL framework for Spot loco-manipulation that separates 

arm and locomotion control via a hierarchical system with bidirectional communication. GAMMA 

[33] (Ha et al., CoRL 2024) proposed a unified system for Spot integrating locomotion, 

manipulation, and linguistic understanding in a single framework for industrial inspection 

scenarios. 

5.4 RAPID MOTOR ADAPTATION AND SIM-TO-REAL TRANSFER 

 

Sim-to-real transfer for quadrupeds has reached a reliability level sufficient for industrial 

deployment, thanks to the combination of systematic domain randomisation, learned actuator 

models, and real-time adaptation frameworks like RMA. The standard training pipeline for robust 

quadruped locomotion comprises: (1) training in Isaac Gym/Legged Gym with DR on hundreds of 

physical parameters; (2) adaptation module training on simulated data; (3) zero-shot deployment 

on real robot with online adaptation. DTC [29] (Deep Tracking Control, Jenelten et al., Science 

Robotics 2024) proposed a hybrid system combining a model-based planner with an RL controller 

for ANYmal, demonstrating superior performance on dynamic terrain compared to both purely 

model-based and purely RL controllers. 
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6. FOUNDATION MODELS IN QUADRUPED SYSTEMS 

6.1 LLMS AND VLMS FOR LANGUAGE-GUIDED NAVIGATION 

 

ViNT [36] (Visual Navigation Transformer, Shah et al., CoRL 2023) proposed a navigation 

foundation model applied on Spot: the Transformer model is pre-trained on over 60 hours of 

navigation data from 6 different robots (including quadrupeds), learning a shared representation of 

navigation affordances. ViNT can be fine-tuned on new platforms and environments with a few 

minutes of data, demonstrating zero-shot navigation on Spot in environments unseen during 

training. LEGO-Nav [37] (Kareer et al., ICRA 2024) extended language-guided navigation on 

Spot, combining a VLM for linguistic instruction interpretation with a topological navigation 

system, achieving 86% success rate on 50 linguistic tasks in a real office building. 

SayWalker [43] applied the SayCan framework to quadruped robots, defining a vocabulary of 

locomotor primitives as actions available to the LLM planner. The value function estimating the 

feasibility of each primitive is trained with RL in Isaac Gym and transferred to ANYmal. The 

system demonstrated the ability to receive instructions such as ‘cross the building and reach the 

rear door avoiding crowded corridors’ and generate executable plans that adapt in real time to 

encountered obstacles. 

6.2 VLA MODELS FOR QUADRUPEDS WITH MANIPULATORS 

 

MOMA-Force [41] (Gao et al., CoRL 2024) proposed a VLA system for Spot with arm that unifies 

locomotion and manipulation in a single Transformer model. The system receives images from five 

cameras (front, lateral, wrist) and linguistic instructions, generating both velocity commands for 

navigation and arm trajectories for manipulation. Trained on 500 teleoperation demonstrations on 

Spot, the system executes tasks such as ‘pick up the bottle from the table and bring it to reception’ 

with a 67% success rate. GR00T N1 [42] (NVIDIA, 2025) officially supports quadrupeds with 

manipulators such as Spot ARM, providing a shared VLM backbone with embodiment-specific 

adapters, demonstrating open-vocabulary instruction following for inspection tasks with few hours 

of domain-specific fine-tuning. 

6.3 DUAL-SYSTEM ARCHITECTURES FOR QUADRUPEDS 

 

The dual-system architecture (slow-deliberative System 2 + fast-reactive System 1) is particularly 

well-suited to quadruped robots where locomotor control must operate at frequencies of 500–1000 

Hz incompatible with LLM latency, but semantic task understanding requires large models. LEGS 

[39] (Language-Embedded Gaussian Splatting, Huang et al., IROS 2024) implements this 

separation on Spot: a LLM-based linguistic understanding module operates at 1–2 Hz analysing 
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the scene and updating the navigation goal, while an RL locomotor controller operates at 200 Hz 

executing commands. NavGPT [40] (Zhou et al., 2024) applies the same principle for Spot indoor 

navigation, where GPT-4V acts as a high-level planner analysing scene images at low frequency 

and generating intermediate waypoints for a low-level occupancy-map-based navigation system. 

7. SIMULATION AND SIM-TO-REAL FOR QUADRUPEDS 

7.1 SPECIALISED SIMULATORS FOR QUADRUPED PLATFORMS 

 

Legged Gym [44] (Rudin et al., CoRL 2022) is the most widely adopted training framework for 

quadruped robots, built on Isaac Gym. Rudin et al. demonstrated that with Isaac Gym it is possible 

to train ANYmal to walk on varied terrain in approximately 20 minutes on a single NVIDIA A100 

GPU, through parallelisation of 4096 simultaneous environments. Legged Gym includes non-linear 

actuator models (PD with 3 ms delay, power limit, velocity saturation), realistic terrain friction 

curves, and a procedural terrain generator with automatic curriculum. Its open-source availability 

has made it the de facto standard for ANYmal, Unitree Go1/Go2, MIT Mini Cheetah, and numerous 

custom platforms. Unitree RL Gym provides the equivalent for Unitree platforms, with task pre-

configurations for base locomotion, velocity tracking, stand-up, and backflip. MuJoCo Playground 

[46] demonstrated zero-shot transfer for quadruped and biped locomotion in training of minutes on 

a single consumer GPU. 

7.2 DOMAIN RANDOMISATION FOR TERRAIN AND DYNAMICS 

 

Domain randomisation for quadruped robots applies to a specific set of physical parameters: terrain 

properties (static/dynamic friction 0.3–1.5, compliance 0–2 mm, slope 0°–30°, roughness), robot 

properties (body mass ±30%, inertia ±20%, actuator stiffness ±10%), and external perturbations 

(random external forces 0–100 N, communication delays 0–20 ms, sensor noise). DR of terrain 

properties cannot be isotropic: excessively broad friction variations produce policies adopting 

conservative crawling instead of dynamic trot, reducing average speed. DROPO [47] addresses this 

by identifying the randomisation distribution that best reproduces observed real hardware 

trajectories, balancing robustness and performance. Peng et al. [48] demonstrated on ANYmal that 

a simplified DR setup (friction and action delay only) is sufficient for indoor terrain transfer, 

eliminating the need for complex DR that requires lengthy calibration. 

 

 

 



COLOMBO, PASSARIELLO, IANNELLO, QUADRUPED ROBOTS AS AN INTEGRATIVE RESEARCH PLATFORM: A 

CROSS-CUTTING SURVEY OF MULTIMODAL PERCEPTION, WORLD MODELLING, LEARNED CONTROL, FOUNDATION 

MODELS, AND SIM-TO-REAL TRANSFER, CRSL INNOVATION JOURNAL, VOL. 3, NO. 3 (2025) 

7.3 REAL-TO-SIM-TO-REAL FOR SPECIFIC REAL ENVIRONMENTS 

 

GaussGym [49] (Abou-Chakra et al., 2025) demonstrated the Real-to-Sim-to-Real paradigm on 

Spot in an industrial environment: the real plant is first explored by Spot to construct a 

photorealistic 3DGS map; the map is then imported as a scene in Isaac Lab for navigation policy 

training; the policy transferred to Spot shows a 91% success rate in the corresponding real 

environment, compared to 67% for a policy trained in a generic environment. The key is that the 

3DGS renderer produces images indistinguishable from real camera images, eliminating the visual 

gap. NeRF2Real [50] applied a similar principle for bipedal locomotion, with directly extensible 

principles to quadrupeds, showing a 40% reduction in transfer error relative to generic scenes. 

8. REAL-WORLD EXPERIMENTAL DEPLOYMENTS 

 

This section documents concrete cases of quadruped robot use and experimentation across six real-

world application domains, based on peer-reviewed publications, public technical reports, official 

company communications, and competitive challenge documentation (DARPA SubT) as of 2025–

2026. 

8.1 INDUSTRIAL AND INFRASTRUCTURE INSPECTION 

 

Industrial plant inspection is the most commercially mature use case for quadruped robots. 

Chemical plants, refineries, offshore platforms, and power stations require periodic inspection of 

valves, pressure gauges, level indicators, and equipment in environments with potential gas 

presence, wet surfaces, and complex geometries. 

BP deployed fleets of Boston Dynamics Spot for autonomous inspection of offshore platforms in 

the North Sea and Alaska [57]. The robots conduct periodic autonomous patrols, automatically 

reading pressure gauges and indicators via custom computer vision systems, detecting gas leaks 

via chemical sensors mounted as payloads, and transmitting data to a remote control centre. Manual 

inspection risk reduction in ATEX environments reached 35% in pilot sites. Aker BP’s Argus 

Project [56], developed in collaboration with ANYbotics, deployed ANYmal D on Norwegian oil 

platforms with fully autonomous inspection missions of up to 3 hours, automatic charging station 

docking, and SCADA system integration. ANYmal D operates in wind conditions up to 15 m/s and 

temperatures down to −20°C, has obtained ATEX Zone 2 certification, and has accumulated over 

50,000 operational hours across Norwegian sites. The Cognite/Equinor AIV project integrated 

ANYmal D with the Cognite Data Fusion digital platform, creating an end-to-end system where 

robot inspection data is automatically integrated into the plant digital twin, receiving DNVGL 
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certification in 2024 and scaling to 8 operational sites with over 200,000 cumulative autonomous 

hours [56]. 

E.ON/TenneT conducted trials of autonomous night patrol of high-voltage substations with Spot 

for thermal anomaly detection via thermographic camera, achieving 94% accuracy relative to 

expert human inspections and reducing inspection time from 4 hours to 45 minutes per substation. 

A construction company deployed Spot for 3D building site inspection via LiDAR payload, 

automatically comparing current scans against BIM (Building Information Model) projects and 

identifying structural deviations above 5 mm, reducing inspection costs by 60% across 12 pilot 

sites. 

8.2 OPERATIONS IN HAZARDOUS ENVIRONMENTS AND POST-DISASTER 

 

The DARPA Subterranean Challenge [53,54] was the largest public testbed for autonomous robots 

in complex underground environments. In the 2021 final, teams with quadrupeds (Spot, ANYmal) 

navigated autonomously in tunnels, caverns, and underground metropolitan structures, 

constructing 3D maps and locating artefacts without human assistance. Team CERBERUS [12] 

(ETH Zurich, University of Nevada, UC Berkeley) with a fleet of ANYmal and other robots placed 

second, demonstrating multi-robot coordinated navigation across 8 km of tunnels in fog, darkness, 

and radio interference. 

Japan’s National Resilience Promotion Headquarters conducted trials with Spot for post-

earthquake search and rescue operations in collaboration with Tokyo Fire Department, 

demonstrating autonomous navigation in simulated earthquake-damaged structures with ground 

deformations up to 40°. The UK’s Sellafield nuclear decommissioning site deployed Spot with 

radiation detection payloads for characterisation operations in restricted-access areas, operating in 

environments with radiation doses up to 2 Gy/h without performance degradation [62]. POSCO 

tested Spot for post-fire safety assessment in petrochemical plants, with the robot entering still-hot 

structures (up to 80°C ambient) to verify structural stability before firefighter entry. 

8.3 MILITARY AND SECURITY APPLICATIONS 

 

The US Marine Corps conducted extensive trials with Spot for urban reconnaissance and tactical 

support, using robots to explore buildings before troop entry, transmitting 3D maps and images in 

real time via ATAK radio links [57]. Ghost Robotics’ Vision 60 platform conducted trials for 

USAF Base Security under Irregular Warfare and Base Defense programmes, with an autonomous 

perimeter patrol system integrating computer vision for intrusion detection and vehicle/person 

classification at below 200 ms latency, passing MIL-STD qualifications for −40°C to +55°C and 

IP67 resistance. During the COVID-19 pandemic, Singapore Police Force and National Parks 

Board deployed Spot for public park patrol, transmitting audio messages and detecting gatherings 
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via computer vision, documenting over 500 cumulative operational hours with standard 

commercial robots [57]. 

8.4 MEDICAL AND ASSISTIVE ROBOTICS 

 

Singapore General Hospital conducted a two-year trial with Spot for autonomous delivery of 

medicines and biological samples between wards [61], documenting 12,000 autonomous deliveries 

with a 96.7% success rate. The University of Tokyo developed a mobility assistance system based 

on a modified Go1 quadruped for visually impaired individuals, acting as an autonomous indoor 

guide with haptic feedback through a harness, achieving 35% navigation time reduction in a trial 

with 12 visually impaired participants. A telemedicine company tested Spot as a medical 

telepresence platform in rural Alaskan villages, autonomously navigating between residences to 

enable remote medical consultations, documenting technical feasibility but identifying limitations 

in narrow domestic environments. 

8.5 AGRICULTURE AND ENVIRONMENTAL MONITORING 

 

The Australian Centre for Field Robotics (ACFR) conducted multi-year trials with Spot for 

automated sheep monitoring in New South Wales [66], with the robot autonomously patrolling 50+ 

hectare pastures, identifying injured or sick sheep via visual anomaly detection, and measuring 

grazing density. The study documented detection of 12 sick sheep that would have been identified 

by shepherds only 2–3 days later. A consortium of Brazilian researchers deployed a modified Spot 

with CO2, humidity, temperature, and multispectral camera sensors for automated monitoring of 

Amazonian forest areas, covering 8 km of transects over 6 months with 4 weekly missions. A 

consortium of Bordeaux chateaux experimented with Unitree B2 with multispectral camera for 

precision viticulture monitoring, achieving a 22% reduction in phytosanitary treatments in the 2024 

season [66]. The Canton of Zurich deployed ANYmal D for inspection of underground drainage 

tunnels inaccessible to humans, reducing inspection time from 3 days to 4 hours and detecting 

structural defects below 2 mm not visually detectable by human inspection. 

8.6 SPACE EXPLORATION AND EXTREME ENVIRONMENTS 

 

NASA JPL’s Legged Robots Program [67] tested Spot in Martian analogue terrains in the Atacama 

Desert and Mojave Desert, with 4–6 hour autonomy missions in the absence of human operators, 

simulating 20-minute communication latency. ESA’s LEAP project (Legged Exploration of 

Abyssal Pits) [68], coordinated by ETH Zurich, develops ANYmal variants for lunar pit 

exploration — vertical shafts leading to underground caverns protected from cosmic radiation. 

Tests in analogue environments (Canary Islands lava tunnels, Iceland) demonstrated navigation on 
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volcanic rocks with up to 40 cm irregularities and 45° slopes. The DARPA RACER Programme 

included a quadruped track with ANYmal and Ghost Robotics Vision 60 for fast navigation on 

unstructured natural terrain, developing LiDAR-camera perception systems for 2+ m/s trajectory 

planning on rocky terrain. France’s CEA deployed specially developed quadrupeds for inspection 

of nuclear reactors under decommissioning at Marcoule [62], operating in environments with 

radiation doses up to 10 Gy/h with hardened electronic shielding, and producing high-quality 3D 

maps of reactor compartments previously accessible only to much slower snake robots. 

9. OPEN RESEARCH CHALLENGES 

9.1 INTEGRATED LOCO-MANIPULATION 

 

Smooth coordination between locomotion and manipulation remains a fundamental open 

challenge. Current systems operate in near-static mode for manipulation — the robot stops, 

manipulates, then resumes moving — while dynamic manipulation during movement is still limited 

to very simple tasks. Developing RL frameworks for fully integrated whole-body control that 

simultaneously optimises locomotion and manipulation is one of the most active frontiers. Recent 

work such as GAMMA [33] and WoCoCo shows promising progress, but generalisation to tasks 

beyond training scenarios remains limited. 

9.2 NAVIGATION IN DYNAMIC CROWDED ENVIRONMENTS 

 

Safe navigation in environments with moving people requires prediction of human behaviour and 

planning of paths respecting social proximity norms. Current systems primarily use reactive 

collision avoidance (DWA, VO, ORCA) that does not capture human intentions. Integration of 

predictive models of human behaviour (GRIP, SoPhie, Trajectron++) into quadruped navigation 

systems is an active research direction with direct implications for inhabited environment 

applications. 

9.3 CONTINUAL LEARNING AND LONG-TERM ADAPTATION 

 

Quadruped robots deployed for weeks or months in real environments must adapt to environment 

changes (new obstacles, layout modifications), hardware wear (actuator degradation, mechanical 

characteristic changes), and new operator-requested tasks. Continual learning without catastrophic 

forgetting is an open machine learning problem, and its application to physical robot motor control 

systems adds further complexity: the system must update its knowledge without performing 

dangerous actions during the exploration phase. 
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9.4 RELIABILITY AND CERTIFIABILITY FOR SAFETY-CRITICAL APPLICATIONS 

 

For commercial deployment in industrial environments with high safety standards (ATEX, IEC 

61508, EN 13849), deep RL and neural network-based control systems must be not only performant 

but also certifiable. Deep neural networks are notoriously opaque and not formally verifiable, 

making it difficult to demonstrate compliance with safety constraints such as ‘the robot will never 

execute an action leading to a fall near people’. Research on safe RL with certifiable constraints, 

explainable AI for control systems, and formal verification-based testing for neural policies 

remains in an embryonic phase for systems of this complexity. 

9.5 ENERGY EFFICIENCY AND OPERATIONAL AUTONOMY 

 

Operational autonomy of quadruped robots is limited by battery capacity (typically 1–3 hours for 

standard use) and high locomotion energy consumption (100–200 W for ANYmal and Spot). 

Research on energy-efficient locomotion policies and energy harvesting systems for outdoor 

environments has direct impact on operational utility [58]. 

9.6 HUMAN-ROBOT INTERACTION IN SHARED SPACES 

 

Social acceptance of quadruped robots in public spaces and workplaces depends on their ability to 

interact in a natural and predictable manner with people. Research on social navigation norms for 

quadrupeds, socially appropriate movement design, and robot-human communication through 

body movements is an emerging direction with significant implications for commercial acceptance. 

9.7 DISTRIBUTED INTELLIGENCE IN MULTI-ROBOT FLEETS 

 

Large-scale inspection applications require fleets of quadruped robots that collaborate in a 

coordinated manner, sharing maps, distributing tasks, and coordinating trajectories to cover large 

areas without collisions. Multi-robot SLAM and distributed mission planning for quadrupeds are 

relatively unexplored areas compared to single-robot control. Team CERBERUS in the DARPA 

SubT demonstrated basic multi-robot coordination, but systems truly scalable to fleets of 10+ 

robots remain an open objective. 
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10. CONCLUSIONS 

 

This survey has systematically documented the state of the art in the application of five research 

dimensions — multimodal perception, world modelling, learning-based control, foundation model 

integration, and sim-to-real simulation — to the specific context of quadruped robots. 

The overall picture that emerges is one of a rapidly maturing field: quadruped robots have made 

the leap from academic demonstrators to commercial products deployed in real industrial 

environments in less than a decade, thanks to the convergence of three fundamental enablers: (i) 

GPU-accelerated simulators (Isaac Gym, Legged Gym) enabling RL policy training in drastically 

reduced times; (ii) sim-to-real transfer frameworks (Domain Randomisation, RMA, teacher-

student) that have made reliable the deployment of simulation-learned policies on real hardware; 

(iii) foundation models (VLM, VLA, LLM-grounded planners) that have transformed robots from 

systems executing pre-programmed tasks to systems understanding natural language instructions 

and reasoning about open tasks. 

The 23 real-world deployment cases documented in Section 8 demonstrate the breadth of 

application domains already explored: from ANYmal D offshore inspection in ATEX-certified 

environments (Aker BP, 200,000+ operational hours), to hazardous environment exploration in the 

DARPA SubT Challenge, from mobility assistance for visually impaired individuals to Martian 

analogue missions for NASA JPL. These cases demonstrate that the technology is sufficiently 

mature for real deployments under operational conditions, with limitations that ongoing research 

is progressively overcoming. 

The most significant research opportunities identified are: (i) the development of fully integrated 

whole-body loco-manipulation systems capable of manipulation during movement; (ii) the 

integration of tactile and distributed sensory feedback into VLA policies for quadrupeds; (iii) 

research on continual learning and long-term adaptation for robots operating in evolving real 

environments; (iv) the standardisation of benchmarks and evaluation protocols for quadruped-

specific sim-to-real transfer. All these directions directly benefit from the five research dimensions 

examined in this survey, confirming the coherence and completeness of the research programme. 
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